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Abstract ðThis paper has been motivated by experience gained with specification 
and code generation of control elements for a software component platform and 
general-purpose (GP) programming language like Java and C. The problem to be 
addressed is two-fold: first, several domain-specific languages (DSL) are to be 
employed and second, porting to another GP language should avoid modification of 
the specification as much as possible. In both respects, the classical template-based 
code generation technique proved to be inflexible, requiring the code generator to be 
blurred with ad-hoc encoded DSL facets. 

The paper addresses the problem by introducing the concept of interoperable DSL 
family. Each member of the family is built around its core language which can be 
further specialized by embedding into a target programming language. 
Interoperability of these DSLs is achieved at the level of ASTs with help of queries. 

As a proof of the concept, we have implemented the queries via the AST 
transformation rules of the Stratego/XT framework. In the evaluation, we provide a 
comparison with the original template-based implementation which clearly indicates 
the DSL family and AST transformation benefits. In conclusion, we provide examples 
of application areas where the concept of interoperable DSL family can be employed. 

Keywords ðCode Generation, domain specific languages, models reuse, extensible 
languages, specification, program synthesis.  
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1 INTRODUCTION

Nowadays software development takes advantage of the novel technologies which allow 

code generation from models at a variety of abstraction levels. These range from simple 

templates to advanced series of model transformations supporting backwards traceabil-

ity. In this paper, we show how such methods can be employed in the area of generating 

control elements of software components and connectors, focusing on the SOFA com-

ponent model ([8], [9]) where code generation is to be done both in Java and C. Never-

theless, the presented method can be employed in other code generation domains as 

well, specifically when several DSLs, multiple target languages, and/or optimization are 

to be considered. 

Frequently, code generation into a target general-purpose programming language (*-

language) is parameterized by the information not known statically, but available as late 

as the generation (model transformation converting a model to another model represent-

ing the code) is actually performed. Component-based systems are not an exception. 

Their development typically involves control elements which require to be tailored at 



  

 

the component assembly/deployment time or even runtime (e.g., when dynamic archi-

tectures are supported). These elements include (i) functional units of software connect-

ors bridging address spaces and handling differences in communication styles, and (ii) 

control elements of software components, such as interceptors handling calls on compo-

nent interfaces in support of component lifecycle, QoS-related adaptation and monitor-

ing. Having well-defined communication ports and despite being of relatively simple 

functionality, the elements may be either primitive or composed, forming a hierarchy. 

Fig. 1 shows an example of the elements constituting a software connector and inter-

face interceptors. The components ThinStockClien t  and StockServer  com-

municate via the Java-interface of the type stock.IStock . Communication between 

the components is mediated by a connector, logically composed of the ClientStub  

and Server Skeleton  connector top-level elements. Every call on both the required 

and provided interfaces is intercepted by a lifecycle interceptor, blocking calls in some 

of the lifecycle phases of the respective component if necessary. Further, ClientStub 

contains two primitive connector elements ï Logger  responsible for call logging and 

RMIStub , encapsulating the RMI middleware technology. Moreover, ServerSke l-

eton  contains a composed connector element SecureSkeleton  reflecting the given 

security requirement by encapsulating the RMISkeleton  and the SocketFa c-

toryProvider .  

The original SOFA implementation [8] generates code of all these elements, i.e. inter-

ceptors in components and connector elements, in an automatized way [7]; this is based 

on element specification in the form of (i) textual code template (pattern) of the element 

code, (ii) description of the element architecture (non-trivial in case of composed ele-

ments) and (iii) description of the element context (e.g., to determine the actual Java 

signatures of the bound interfaces in the context of the whole application). Listing 1 

shows an example of the textual code template for composed element (such as Cl i-

entStub  and ServerSkeleton  in Fig. 1). It is clearly visible that the template de-

termines a skeleton of code where placeholders marked by double percent signs (e.g., 

 %%GENERATE_ARCHITECTURE_INITIALIZATION_ METHOD%%) are to be substi-

tuted to reflect the element context (the actual interface types of the element) and ele-

ment architecture, determining the internal, nested elements. Thus, the semantics of 

placeholders is determined by the specification of element architecture and context, 

which are encoded in a non-trivial, ad-hoc created, Java placeholder interpretation class 

plugged into the code generator. This way, the whole element specification is split be-

 

Fig. 1. Element architecture and context. 
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tween the template and specific internals of the code generator. For example, in Listing 

1 the implementation of method initializeArchitecture  (hidden by the place-

holder %%GENERATE_ARCHITECTURE_INITIALIZATION_ METHOD%% - line 19) 

traverses the element architecture and context and generates the code for creating in-

stances of sub-elements and establishing bindings between them. All the code has to be 

encoded in the placeholder interpretation class. 

To summarize, the following three constituents are to be expressed in an element im-

plementation specifications: Element Architecture, Context, and target code Pattern; 

therefore, we denote such specification as EPAC. By convention, when referring to a par-

ticular constituent, we will emphasize the corresponding letter by different font (i.e., 

EPAC denotes specification of elementôs target code pattern, EPAC the architectural 

specification of an element and EPAC its context specification).  

Moreover, each specification has its own lifecycle driven by its role in the system de-

velopment process and has a dependency on * -language to different extent. The archi-

tecture specification EPAC is a part of the database containing pre-defined architectures 

of the control elements to be generated. The database is usually prepared at a very early 

stage of system design, e.g., together with decisions on interface communication styles. 

In general, EPAC dependency on the * -language is just minor.  On the contrary, being 

substantially dependent on *-language, the context specification EPAC can only be cre-

ated as late as decisions of component assembly and deployment have been made. 

Along similar line, the EPAC specification (element code pattern) can be created right 

after EPAC specification is available. The bottom line is these three specifications are 

not typically created simultaneously and an EPAC and EPAC specification can be em-

ployed with a number of different EPAC specifications.  

Furthermore, the specifications have to cooperate (be interoperable) in terms of one 

 

Listing 1. Textual template for composed element. 



  

 

can refer information provided by another. For example, an EPAC specification typically 

refers the both EPAC and EPAC specifications to learn on elementôs interfaces, and also 

an EPAC tightly adheres to an EPAC. It should be emphasized that in template-based 

code generation, this interoperability has to be hard-coded in the placeholder interpreta-

tion class.  

1.1 Problem statement and goals  

In general, simple template-based code generation of control elements is a process in-

herently inflexible in four respects: (i) EPAC and EPAC specifications and their pro-

cessing have to be encoded as a plugin of the code generator; (ii) porting to a new *-

language means not only re-writing the code template (EPAC specification), but also 

modifying EPAC and EPAC specifications including their encoding in the code genera-

tor; (iii) any further operations upon the resulting code cannot be easily integrated with-

in the generation process (e.g., code optimization by merging elements); (iv) interopera-

bility among specifications is hard-coded in the code generator. 

The problem this papers aims to address is this inflexibility which makes it very hard 

to accomplish element code generation from EPAC specification in a single framework, 

especially when multiple target code languages and code optimization are to be consid-

ered. Thus a challenge is to overcome these obstacles by finding a way of employing 

multiple DSLs and modern code generation techniques, preferably based on model 

transformations, which would allow for DSL interoperability and easy porting to anoth-

er * -language. 

From the perspective of code generation, the following three model transformation 

techniques suitable for code production have been identified ([11], [25]): (i) template-

based, (ii) visitor-based, (iii) model-to-model. They can be characterized as follows: 

In the context of element code generation, all these techniques would employ the 

EPAC and EPAC specifications similarly, but would differ in the way they make use of 

EPAC (code pattern) specification.  The techniques (i) and (ii) differ in controlling code 

generation process. In the case of (i), the controlling process is based on traversing the 

code pattern in a text-based template where marks (such as our placeholders) trigger 

specific functionality of the code generator ([1], [13], [29], [2], [14]). On the contrary, in 

case of (ii) , such as Jambda [18], the code generator would contain encoded EPAC speci-

fication and ñvisitò the EPAC and EPAC specifications. Both techniques would fail when 

multiple target languages are to be considered, since, for each of them a dedicated code 

template or visitor would have to be created. As an aside, since both techniques (i) and 

(ii) lack a comprehensive representation of the code to be generated, code optimization 

would be hard to implement.  

More promising is a technique of the (iii) category, supporting step-by-step refine-

ment of the artifact model resulting into code ([24], [20], [17]). This allows addressing 

multiple objectives in a sequence of transformation steps, including various optimiza-

tions. Obviously a key challenge (and the main goal of the paper) is to propose an ap-

propriate form of the model in each step and define efficient transformations reflecting 

the objectives adequately. 

With respect to the goal the paper is structured as follows. Section 2 overviews the 

EPLang method, while Section 3 focuses on DSL families. The next section presents 

details of EPLang generation framework
1
 stressing also DSL interoperability including 

language assimilation yielding the target code. Section 5 evaluates the presented ap-

 

1
 The framework can be downloaded from http://sofa.ow2.org/congen/  

http://sofa.ow2.org/congen/
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proach, while Section 6 describes related work. The last section concludes the paper and 

sketches potential directions of future work. 

2 EPLANG METHOD: OVERALL STRATEGY AND RELATED DSL FAMILIES  

The proposed code generation method follows the general MDD strategy involving 

multi-staged model transformations. It stems from the MetaBorg method [3] which al-

lows embedding of specific DSL constructs into a hosting programming language (such 

as Java), and provides tools ([17], [28]) for assimilation (conversion) of these constructs 

into the hosting language. The proposed code generation method serves to transform an 

EPAC specification into the corresponding code in a *-language and extends MetaBorg 

by the employing several DSLs simultaneously. 

Fig. 2 shows the overall code generation strategy: Technically, the input is a triple of 

EPAC, EPAC and EPAC specifications, each of them in a dedicated DSL (in the same or-

der): element pattern language EPLang-* , architecture description language ADL-*, 

and context description language CDL-* . All of them are converted by a text-to-model 

 

Fig. 2. Overall generation strategy. 



  

 

transformation into the form of an abstract syntax tree (ASTADL-*, ASTCDL-*, ASTEPLang-

*). Intentionally, the AST representation is chosen since it is an elegant model of a textu-

al specification, allows further transformations, and is supported by several well-

elaborated tools such as Stratego [28], TXL [32], or DMS [35].  

In particular, the EPAC specification is formed by constructs of the domain specific 

language EPLang embedded into a *-language (by convention this embedding yields the 

language EPLang-*; similar convention on embedding applies to ADL-* and CDL-*). 

Next, driven by the transformations defined for the EPLang-* constructs, ASTEPLang-* is 

traversed several times and step-by-step converted (model-to-model transformation) in-

to AST* which already represents the elementôs code in the *-language. This way, the 

domain specific EPLang constructs are assimilated [3] into the *-language. In this pro-

cess, the EPAC and EPAC specifications are taken into account by transforming and as-

similating fragments of the ASTADL-* and ASTCDL-* during the ASTEPLang-* transfor-

mation as described in Section 4. This is necessary to determine the actual types of the 

elementôs ports from the context specification EPAC and to determine the sub-elements 

from the architecture specification EPAC. Optimizations of the generated code are done 

in an iterative way upon AST*; this includes code merging [6], inlining, and call indirec-

tions removal. From the resulting ASToptimized *, the last transformation produces the re-

sulting code in textual form (i.e., in the *-language). Details of optimizations are out of 

scope of this paper. 

Obviously, the generation process of AST* relies on interoperability of three DSL 

languages ï ADL-*, CDL-*, and EPLang-*. The key reason for having to accompany an 

EPLang-* specification with the ADL-*, and CDL-* specifications, is that, typically, the 

information provided by the CDL-* and ADL-* specifications is not available at the 

moment the EPLang-* specification is being written. Therefore, having different lifecy-

cles, these specifications are provided as standalone entities and an interoperability of 

all corresponding DSLs is required. 

3 EPLANG, CDL AND ADL  FAMILIES  
3.1. Why three domain -specific languages  and their families  

In general, designing a DSL language requires identifying the related domain concepts 

and their relationships ([21], [26]) which are crucial for expressiveness and thus needed 

to be reflected in the language constructs. For element code generation, we identified 

three domain-related requirements which have to be taken into account ï each of the 

three DSL languages has to: 

(i) reflect the domain vocabulary; 

(ii)  be parameterized by the desired target *-language; 

(iii)  reflect the fact that EPAC parts are not created simultaneously (have dif-

ferent lifecycles).  

While (i), domain vocabulary, is the central concept of domain-specific modeling 

([21], [15]), the requirements (ii) and (iii) are specific in terms of flexible generation of 

element code in a *-language. The requirement (iii) is addressed by employing three 

DSL languages; this also well complies with the component model domain conventions 

- architecture is typically expressed in an ADL, context by a language specifying com-

ponent assembly and potentially deployment, so it would not be beneficial for designer 

to the break this conventions by striving combining these specifications with low-level 

code specification for elements in a single DSL. Moreover, the requirement (ii) resulted 

in designing families of these DSL languages, each for a particular EPAC part. These are 
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depicted in Fig. 3, where also the desired interoperability is graphically emphasized. 

Thus, for a specific target *-language, from each family its ñ*ò member is to be selected 

(e.g., EPLang-J, ADL-J, CDL-J when Java is selected as the *-language). From the per-

spective of the final goal (code generation), this also means that such a family member 

provides constructs specific to the target code in *-language.  

Central to each of the families is its core language (CDL, ADL, and EPLang). This 

concept follows the MDA approach [22]: A core language serves to specify a platform 

independent model (PIM). A member of the family created by embedding serves to ex-

press a platform specific model (PSM). In general, embedding is achieved by both 

merging and restricting the core and target *-language grammars (Section 4.1). In fol-

lowing subsections we focus always on the core language and its embedding to Java 

(and also bytecode in the case of EPLang family). 

3.2. EPLang Family  

In essence, the core of the family is the EPLang language - a DSL language allowing 

expressing, at an abstract level, the desired effect of an EPAC specification. Listing 2 

shows the skeleton structure of an element specification. Naturally, to make it an actual 

specification, the /* + +++ +*/  fragments need to be filled in by statements of the 

selected EPLang-* language. 

A straightforward requirement is that EPLang constructs have to express key element-

related concepts, such as elementôs ports, query its architecture and context, and determine 

other details of its implementation (e.g., class and package names). 

EPLang constructs are illustrated by Listing 2 where an implementation specification of 

the primitive RMIStub  element from Fig. 1 is provided. While Listing 2 in pure EPLang 

determines just a skeleton of the element implementation, the EPAC specification in 

EPLang-J (Listing 3) prescribes its full implementation in Java. Its key part constitutes the 

element construct (lines 3-35), composed of a sequence of the implements port constructs 

(lines 10-12 and 15-34) expressing how ports become actual interfaces. Each of the imple-

ments port constructs references an interface type either directly by a string containing its 

signature, or by the result of a query (e.g., $que-

ry {ports.port(name=call) : type , line 15), which refers to the corresponding 

part in an EPAC or EPAC specification. Technically, both of these specifications are targeted 

by the query and the successful response is interpreted as the result (it is guaranteed that at 

most one successful result is provided). 

Syntactically, a query takes the form $query {< NAVIGATE>: <EXTRACT>} . Se-

 

Fig. 3. DSL families and required interoperability. 



  

 

mantically, the <NAVIGATE> part of the query selects a set of sub-trees in ASTADL-* or 

ASTCDL-*, and <EXTRACT> part finds out the demanded information stored in the sub-

trees. While the <NAVIGATE> part can be evaluated in ASTADL-* or ASTCDL-*, just on syn-

tactical basis, the <EXTRACT> part needs interpretation specific to each kind of 

<EXTRACT> statement.   

Overall, the following kinds of <EXTRACT> statements are used in queries targeting an 

EPAC specification serve to obtain (i) a number and (ii) names of element ports and eventu-

ally, in case of a composed architecture, (iii) the names of sub-elements. In similar vein, 

<EXTRACT> statements used in the queries targeting an EPAC specification provide the 

names of the (iv) generated class, (v) related package, and (vi) actual element port types.  

Furthermore, in case of composite element, there is a variant of <EXTRACT> which pro-

vides (vii) the names of sub-elementsô implementation types. 

Implementation of the interface methods associated with a port is provided via the 

method te mplate  construct (lines 16-33). It determines the code pattern to be applied 

in each method of the interface the port is being turned into (recall that no interface type is 

known at the time of template creation because it has to be derived from the component in-

terface the element is to serve); this information is to be sought in CDL-*. Typical examples 

of method template utilization are simple call delegation in an element and adaptation of 

two incompatible interface signatures via an element. For that purpose, method template 

 

Listing 2. Skeleton of EPAC specification in EPLang for 
RMIStub  element. 
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declaration can refer the method name and its parameters (${method.name} ) and 

${method.parameters} , line 18). The latter being a list which can be manipulated 

by the $pop() , $append()  and $count()  statements for removing, appending and 

counting parameters. For manipulation with a method return parameter, the following three 

statements serve:  ${method.declareReturnType}  declares a temporary variable 

of a method return type (line 18), ${method.setReturnValue}  assigns the tempo-

rary variable a given value (line 22) and finally ${method.returnStm}  prescribes 

creating a return statement providing the value of a temporary variable (if necessary; line 

32). 

Variability of elementsô implementation is supported by the extend constructs, exten-

sion points, and import statements. The extend construct provides a simple kind of spec-

ification inheritance, consequently allowing for code sharing between elements. An ex-

tension point serves to declare the location in a parent template which may be modified 

by the implementation of the inherited template (via an extend construct). Finally, an 

import statement (lines 6, 7) includes a predefined specification block. 

The EPLang language defines the following types and operations: integer (+, ==, 

!= ), string (+ (concatenation), ==, != ), and associative dictionary of strings (indexed 

also by a string). Such a dictionary represents a set of key-value pairs. These can be ma-

nipulated by the indexing operator [] . Variables are of dynamic types. The operands in 

an expression can be only literals, variables, and queries. The names of a variable can be 

hierarchical ï this helps navigate over composed elements. These language features are 

illustrated in the example of an EPLang-J specification in Listing 3. This also includes 

the apply  statement which applies a given expression to each of the list members satis-

fying a given condition (e.g., the apply  statement on line 27 boxes each primitive type 

in the given argument list into an RMIDecoder  call).  

To demonstrate the potential of the EPLang family, we implemented two domain-

specific languages (and corresponding generators): EPLang-J and EPLang-BC. The 

former generates Java-based elements, the later produces bytecode of elements at 

runtime to support efficiency.  

Listing 3 shows an example of full EPAC specification for RMIstub from Fig. 1 in 

EPLang-J. It specifies that the element implements a provided port (line 20-50). Fur-

thermore, there is a method template for adapting and delegating an incoming call (lines 

21-49; the actual method signature is determined from an EPAC specification by the al-

gorithm described in Section 4.2). 

The EPLang control statements are illustrated in the EPLang-J specification in Ap-

pendix B; these include the foreach  (line 41-45) and rforeach  (recursive foreach) 

cycles, and also the if  (condition, lines 61-70) and set  (assignment, line 19) state-

ments. Obviously, the purpose of these control statements is to specify sequencing of 

code generating actions.  

EPLang-BC is another member of the EPLang family. The motivation for choosing 

Java bytecode as a *-language is to reduce compilation complexity when generating el-

ement code at runtime. 



  

 

An EPLang-BC specification of RMIStub  is shown in Appendix C. Technically, 

 

Listing 3. EPAC specification of RMIStub  element in EPLang-J. 
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such a specification is pre-prepared by compiling an EPLang-J specification with a ded-

icated tool which first removes the EPLang constructs, compiles the pure Java code and 

returns back the EPLang constructs into the corresponding places of the resulting 

bytecode forming the EPLang-BC specification. 

3.3 ADL Family  

As mentioned in Section 2, an EPAC specification in EPLang-* has to be complemented 

by an element architecture specification EPAC. Given an element, it describes its portsô 

roles (provided or required); furthermore, for a composed element it specifies its inter-

nal architecture ïsub-elements and their bindings. In general, an EPAC specification is 

written in an ADL-*  created by embedding the core ADL language into a (subset of) 

selected *-language. A dedicated ADL-* language is typically required because of the 

need to specify various extra-functional properties in the *-language (e.g., memory lim-

its and middleware parameters).  

Listing 4 shows an example of an ADL-J specification of the RMIStub  element. The 

specification is split into: (i) definition of element type, and (ii) definition of internal 

architecture (implementing the element type). In principle, the element type defines a 

black box view of RMIStub  (Fig. 4) by specifying its provided and required ports (line 

2-6). The architecture (lines 9-19) implements the given element type (line 11) by clari-

fying schematic relations among portsô types (line 14, 16). An example of a composed 

element ADL-J specification is in Appendix A. 

3.4 CDL Family  

Given an element instance, its context specification EPAC describes the actual types of 

its ports. In general, it is written in a CDL-* language created by embedding a core CDL 

 

Listing 4. EPAC specification of RMIStub  element in ADL-J. 

 

Fig. 4. RMIStub element architecture.  



  

 

language into a sub-set of *-language. A dedicated CDL-* is typically required, since 

the actual types of ports are to be specified in *-language.  

Listing 5 shows an example of a CDL-J specification of the RMIStub  element. It 

specifies the actual types of the ports (lines 10-14) and also technical details needed for 

code generation in Java (class name ï line 7, class package ï line 5). It should be em-

phasized that a CDL-* specification refers only to the black box view of the element ï 

no qualification of internal port types is provided in case of composed element. 

4 EPLANG GENERATION FRAMEWORK  
4.1 Overview  

An implementation for Java language of the proposed code generation method is shown 

in Fig. 5. It illustrates the EPLang generation framework which reflects the overall gen-

eration strategy (Fig. 2) where the * -language is now replaced by Java. This framework 

is based on the Stratego/XT toolset ([17], [28]) which provides an integrated tool for (i) 

defining DSL grammars and executing corresponding text-to-model (T2M) transfor-

mation; (ii) specifying and executing model-to-model (M2M) transformations upon 

ASTs; (iii ) specifying and executing model-to-text M2T transformations. As to (i) T2M, 

the SDF format ([16]) is employed which allows specifying context-free grammars and 

generation of scannerless generalized LR parsers for the languages. In principle, given 

languages L1, L2 with corresponding grammars G1, G2 defined in SDF, a new language 

L can by created by combining and restricting the rules of G1 and G2. Moreover, M2M 

transformations (ii)  are done by a manually written program in the Stratego language 

expressing AST transformations (AST rewriting rules [17], [30]).  Thus, with the help of 

a single toolset, all of the generation steps from Fig. 2 can be implemented.   

In Fig. 5, the generation process begins by parsing each of the three parts of an EPAC 

specification. This is done by the Stratego tool sglri driven by definitions of the 

EPLang-J, CDL-J, ADL-J grammars in the SDF format.  The resulting parsers produce 

ASTADL-J, ASTCDL-J, and ASTEPLang-J corresponding to the respective parts of the EPAC 

specification. 

 

Listing 5. EPAC  specification of the RMIStub  element in CDL-J. 
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Further, ElGenerator assimilates EPLang statements into Java while employing in-

teroperability of EPLang-J, ADL-J and CDL-j languages. It is driven by a Stratego pro-

gram which determines two transformation stages: the first one evaluates pure EPLang 

statements ([10]) as follows: code imports are done, then, to simplify later transfor-

mation to Java, statements are converted into a canonical form (this includes ñinliningò 

of control statements whenever statically possible), and finally queries are evaluated. 

This particular sequence of transformation steps ensures that the whole process con-

verges: composed EPLang statements are step-by-step simplified and finally trans-

formed into primitive EPLang statements which are further solely converted into Java. 

Queries are handled with a simplification strategy similar to composed statements. For 

this purpose, a specific algorithm was designed as described in Section 4.2. In general, 

the first stage is Java independent, so that it can be reused for another choice of *-

language. 

During the second transformation stage, the Stratego program handles the Java-

specific EPLang-J constructs and composes the resulting AST*.  

 

Fig. 5.EPLang Generation Framework for Java.  



  

 

All in all, this two-phase approach well enforces step-by-step refinement of AST. To 

illustrate AST rewrite rules, Listing 6 shows a Stratego program process - import  

serving to assimilate import statements by rewriting them to the content of a file indi-

cated by a parameter. Specifically, the rules on lines 5-10 parse the file name, while the 

rule parse - EPLang- J  on line 14 parses the content of the file. 

Again, driven by a Stratego program, the Optimizer deals with optimizing the code 

represented by ASTJava. As mentioned in Section 2, this includes code merging, inlining, 

and call indirections removal. 

Finally, the code represented now by ASToptimized Java is transformed by the Java pretty 

printer (pp-java, part of the Stratego/XT toolset) into its textual form. Naturally, the 

produced Java code is to be further compiled, bundled and deployed into a runtime en-

vironment. 

For illustration, Listing 7 shows the code generated from the RMIstub EPAC specifi-

cation (Listing 3-5) for the interface stock.IStock  containing a single method 

sell  with one integer parameter.  

4.2. Handling Queries ï Basic Idea  

For brevity, in the rest of the text, the ADL-*  resp. CDL-* language is referred to as a 

 

Listing 6. AST transformation rule assimilating import statement. 

 

Listing 7. Generated Java code for RMIStub  element. 
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side-*-language (and the corresponding AST as a side-AST). 

To interpret a query, it is necessary to map the concepts in ASTEPLang-* to the concepts 

of a side-AST. In principle, it would be possible to express such mapping at the level of 

EPLang-* and side-languages grammars (e.g., by technique [19] as discussed in Section 

6).  

The actual technique of interpreting the query via AST transformations is depicted in 

Fig. 6. It captures a simple case $query { ports.port : type }  when 

<NAVIGATE> determines two sub-trees corresponding to port definition. Further 

<EXTRACT> extracts portsô types from both sub-trees. The result is integrated into a 

single sub-tree as a result of the query. Furthermore, even in a very simple case the 

<NAVIGATE> identifies just a single sub-tree like in $que-

ry { ports.port(name=call) : type }  which is a part of the method template El-

Lang statement and its purpose is to return the type of elementôs port with the unique 

name call . In ASTCDL-J, the query finds the side-AST node representing the port with 

the name call  (since <NAVIGATE> = ports.port(name=call) ) and returns 

(in the form of a trivial sub-tree) the type of this port (<EXTRACT> part of the query) 

which is  easily assimilated into the query issuing AST. 

In general, all the sub-trees determined by a query have to be integrated into a single 

AST sub-tree conforming to the structure of ASTEPLang-* tree as if it was the result of 

T2M transformation of its original EPLang-* specification. When an identified sub-tree 

of the side-AST is trivial, e.g., carrying just a simple value (being a leaf associated with 

a string or number), it is assimilated into the EPLang-* AST simply by copying the cor-

responding node. On the contrary, a nontrivial set of sub-trees (e.g., such as definition of 

all ports) is assimilated by iterative transformations into the EPLang-* AST as a sub-

tree representing a list of values.  

4.3 Assimilation and DSLs Interoperability  

Basically, interoperability - in terms of the ability to interpret the queries issued in an 

EPLang-* AST - is required between each side-*-language and EPLang-*. This specifi-

cally means interoperability between EPLang-J and CDL-J and also EPLang-J and 

 

Fig. 6. Handling a query ï basic idea.  



  

 

ADL-J. This is visualized in Fig. 7.  More precisely, query interpretation is determined 

by applying a set of AST transformation rules the effect of which is modeled by the fol-

lowing mappings: 

Let SLAST be the set of sub-trees of all ASTs in the side-language and ELAST the 

similar set for EPLang-*. Also let SÍSLAST and TÍELAST be ASTs and Q (sub-tree of 

T) be a query containing <NAVIGATE> and <EXTRACT>.  

Interoperability of the languages is defined based on the following mappings (trans-

formation rules): 

 
such that the following holds: 

 
The mapping nmap transforms the Q queryôs <NAVIGATE> to a corresponding set of 

sub-trees Њof the AST S. Then for each element of Њ, the mapping emap  extracts its 

part relevant to <EXTRACT>. This yields a set of resulting sub-tress Ў. Further, the set 

Ўof sub-trees is integrated via the mapping int egr ate  into a single AST sub-tree 

Qô. Finally, the target AST T containing the query Q gets modified into Tôby replacing 

Q by Qô. The resulting Tôhas to be an AST in EPLang-*. The assimilation process 

itself can be seen as a composition of mappings (i), (ii) , (iii), and (iv): 

 
With regard to the mapping complexity, nmap relies on the representation of a 

<NAVIGATE>. Obviously, interpretation of <NAVIGATE> is easy when it complies 

with the hierarchical namespace of constructs in a side-language. This is relatively sim-

ple to achieve when the side-language is XML-based, so that its constructs are inherent-

ly hierarchical. Nevertheless, <NAVIGATE> is expressed by the EPLang-* means 

which do not have to comply with the side-language rules. If they do not, the sub-trees 

identified by <NAVIGATE> have to be transformed by nmap into a final form Њ com-

plied with the side-language. Fortunately, the Stratego framework allows for very gen-

eral AST restructuring. A penalty may be the complexity of the transformation rules, 

though. 

While the mapping emap which finds and extracts from Њrequired information cor-

responding to <EXTRACT> is relatively simple, the integrate  mapping is more 

complex. Obviously, assimilation of Ўinto T in EPLang-* has to be based on mapping 
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the concepts of a side-* -language to EPLang-*. This is specifically not simple when the 

result Ўof emap is spread over elements of Њ. This requires employing non-trivial i t-

erative AST transformations as a part of integrate . Again, even though the Stratego 

framework allows for very general AST restructuring, a penalty might be the complexi-

ty of the transformation rules. 

A more detailed specification of the nmap and emap mappings is provided below in 

the definition of query denotational semantics. 

 

Denotational semantics of query 

Abstract syntax of a query is defined as follows: 

 
The following defines interpretation of a query for an AST node x: 

 
The equations (1)-(15) define interpretation of the query abstract syntax rules. In princi-

ple, a query refers to the part of side-AST, where the required information is stored. As its 

signature (1) indicates, the interpretation function Eval  operates upon the query and the 



  

 

side-AST determined by its root given as another Eval argument. The result of Eval is a set 

of AST sub-trees with the roots reachable from root. Obviously, for an empty query, Eval 

returns empty set (2). The equation (3) determines that to process a query with a navigate n 

and extract e, a combination of functions Nmap and Emap is utilized. First, the function 

Nmap  is applied (as specified by (6)-(10)) to navigate n starting from the root x ; to the re-

sulting sub-trees determined by their roots, Emap is applied with argument extract e. The 

result of Emap is a set of AST sub-trees determined by their roots. In (5), the function 

Emap evaluates the required e and returns the set of direct children of root x  which are of 

the type e (with help of function TypeOf  - 14). For Nmap, equations (7)-(10) determine 

semantics with respect to the hierarchical structure of navigation part. If the navigate part 

contains a condition ((8), (10)), then the Filter  function (11) is applied to decide whether 

a node satisfies a given condition. Currently, only conditions regarding values of AST node 

attributes are considered (12)-(14). 

The processing of queries written with help of Stratego programming language is 

based on the strategy eval  which selects the demanded AST nodes (Listing 8). Its im-

plementation directly corresponds to the denotational query semantics. It recursively 

traverses (line 9) the AST from the given node and looks for suitable nodes with help of 

the strategy nmap (line 4).  The strategy decides whether a node should be appended to 

the resulting set. It includes application of condition filter apply - condition  (line 

22) which directly corresponds to the semantic definition of the function Filter .  

Lines 12-14 correspond to the function Emap performing selection of desired values 

from the sub-trees selected by nmap strategy. 

 

Fig. 7.Interoperability among DSLs implemented by EPLang method.  
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5 EVALUATION  

In the light of the goals in Section 1.1, we evaluate the EPLang method from the per-

spective of (i) comparing the EPLang method with standard template-based code gener-

ation techniques, (ii) DSL interoperability via MetaBorg tools and difference with clas-

sical MetaBorg method, and (iii) the prospects of porting the EPLang method to other 

domains. 

5.1 Comparison with a standard template -based tec hnique  

As we mentioned in Section 1.1, template-based approach was originally used for 

specifying implementation of SOFA connector elements; however, such element genera-

tion proved to be inflexible not only in terms of modifications, but, first of all, of exten-

sions. From implementation perspective, the code generator processed a code template 

which was composed of: (i) a ñpureò textual template allowing only simple textual sub-

stitutions and (ii) ñplaceholdersò to be interpreted by the internals of code generator (a 

hand-written placeholder interpretation class plugged into it). Overall, the template and 

interpretation of placeholders was the way EPAC specification was provided, while 

EPAC and EPAC specifications were available to the generator in the form of its internal 

classes created by a front-end tool.  

In contrast, the EPLang-based approach allows defining the whole EPAC specification 

via three DSLs, synergy of them makes it possible to generate an elementôs code via a 

number of AST transformations starting with its EPAC specification.  

To illustrate the difference between the template - and EPLang-J based approaches, 

Appendix B shows the EPAC specification of the composite element in EPLang-J which 

corresponds to the textual template shown in Listing 1. The method initializeA r-

chitecture  (Appendix B - lines 14-48) has similar functionality as the placeholder  

%%GENERATE- ARCHITECTURE- INITIAL IZATION - METHOD%% in Listing 1, line 

 

Listing 8. Transformation strategies processing queries. 



  

 

19. Obviously in the former case, the EPLang-J constructs clearly, with much finer ab-

straction granularity indicate what actions have to be done with the EPAC and EPAC 

specifications to achieve architecture initialization. Furthermore, the EPLang-J EPAC 

specification determines with similar granularity the target code for provided interfaces 

(Appendix B, lines 50-70); in contrast, this is in the template hidden behind the place-

holder %%GENERATE- PROVIDED- PORTS- METHODS%% (Listing 1, line 27). Natural-

ly, the functionality specified in EPLang-J is hidden inside the placeholder interpretation 

class which reads context information, finds an elementôs provided port type, and for 

each method included in the type has to generate code for call delegation to a corre-

sponding sub-element port. 

An important benefit of the EPLang method brought by language definition via 

grammar embedding is the syntax correctness guarantied at the source level. It means 

that the majority of syntactical errors in a code pattern can be detected directly in EPAC 

specification. On contrary, in template-based approach, syntactical errors are detected as 

late as code is generated and compiled. 

As a case-study, consider a sub-set of connector elements for different communica-

tion styles in SOFA 2 [8]. These are listed in Table 1, which compares the sizes of ele-

ment specifications and implementations in both template- and EPLang-based ap-

proaches. For the former, two artifact sizes are indicated per each element: the size of 

the textual code template and of the placeholder interpretation class - here both the total 

class size and the size of its part which directly produces Java code are provided. For 

EPLang approach, the size of EPAC specification and the size of Stratego transformation 

program (employed for all elements) are given. Along a similar line, both the total size 

of EPAC specification/Stratego program and the number of lines directly producing Java 

code are indicated. Here, the following should be emphasized: (i) The actual context 

(EPAC specification) of an element practically does not influence any of these numbers, 

since it determines only the types of the interfaces/ports of the element. (ii) In a similar 

vein, the element architecture (EPAC specification) influences significantly only the 

numbers related to the composite element; the figures indicated in Table 1 hold for a 

composite element with two primitive sub-elements. (iii) While a placeholder interpret-

er class has to be created for each element in the template-based approach, the Stratego 

program achieving similar goal by AST transformations is common for all elements; a 

benefit is extensibility ï adding a new element requires to provide only its EPAC speci-

fication, since the Stratego program depends only on EPLang-J and side-languagesô 

grammars, thus not being specific for an EPAC instance. Table 1 also clearly illustrates 

that most of the complexity of the template-based approach lays in the placeholder in-

terpretation which heavily manipulates with the EPAC and EPAC specifications. On the 

other hand, the EPLang-J EPAC specification contains much more Java LOC than the 

pure ElLang statements.  

Overall, the size of EPLang specification including AST transformations is half of the 

size of textual templates and placeholder interpretation.  

As an aside, Table 1 indicates that the major part of the EPLang-J specifications and 

Stratego AST transformations is Java language independent (compared to template-

based approach, the ratio is (1551+496) / 7823). Specifically, in comparison to the tem-

plate-based method, this means the EPLang method saves development effort, particu-

larly in lines of code that need to be re-implemented, during porting to a new *-

language. Further, it demonstrates that EPLang method separates concerns (element 

code pattern, its architecture, and context) are clearly determined in standalone specifi-
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cation entities. 

As far as porting to another *-language is concerned, porting to byte code was very 

smooth - it took only to modify the Stratego program for Java AST transformations (496 

LOC were replaced by 630 LOC which, however, include support for the dedicated tool 

translating Java element EPAC specification into byte code EPAC). Naturally, porting to 

e.g., C# would require in addition modifying the Java-specific EPAC specifications (tak-

ing 1551 LOC). 

5.2 DSL interoperability via MetaBorg tools  

The cornerstones of the EPLang method are language embedding and assimilation via 

the MetaBorg method [3] based on combining language grammars and applying AST 

transformation rules. Using these means, the original MetaBorg method envisions em-

bedding a dedicated ñsmallò DSL into a general-purpose language. This embedding 

ends up by translating the DSLôs statements in order to assimilate them into a general-

purpose language. However, the EPLang method employs the MetaBorg means differ-

ently: (a) for the EPLang-* language the ñembeddingò and assimilation are parameter-

ized by a target language *. This way the EPLang method considers the core EPLang 

language to be embedded into a family of target languages. Contrary to MetaBorg 

method as applied in [3], [4], the EPLang method assumes restrictions of the target lan-

guage during the EPLang embedding process. (b) For assimilation of EPLang-*  code, 

two additional ñside DSLsò (ADL-*, CDL-*) are to be employed. (c) Each side DSL 

has its specific language core which is to be embedded into the general-purpose * -

language. Importantly, here ñembeddingò has a very different meaning: the side-

language is embedded into a very small subset of general-purpose language. Thus, a 

ñsmallò DSL is embedded into an even smaller language (technically, in case of e.g., 

CDL-J a lot of Java grammar rules are marked as forbidden in SDF). Moreover, the as-

similation of CDL-J to Java is done only indirectly via mappings into EPLang-J AST (as 

shown in Section 4.3).  

5.3 Porting EPLang idea to other domains  

In general, queries can ensure interoperability among several DSLs. In the presented 

approach, this way interoperability is achieved (i) among declarative languages (ADL-* 

and CDL-*) and (ii) imperative and declarative languages (EPLang-* and ADL-*/CDL-

*).  Such relations can be found also in other domains; here, examples include: 

As to (i), access control list is in most cases written in a declarative DSL (WebDSL 

[34], Ponder [33]) which defines groups of users and their access rights. To control ac-

cess, such DSL has to refer other system entities which are also declared via DSLs (e.g., 

pages, actions, their parameters in WebDSL). Here, if the concept of queries was ap-

plied, these DSLs would be less dependent on each other (e.g., so far the DSL for access 

control contains dedicated constructs for referencing pages, actions, etc., which could be 

easily eliminated by introducing a single concept of query where the <NAVIGATE> part 

would determine a cooperating DSL). 



  

 

From the perspective of (ii), consider generating code from textual representation of 

UML diagrams (e.g., EMFText
2
, TextUML toolkit

3
) and corresponding code patterns 

described via an imperative DSL similar to EPLang. The example may include use-case, 

class, and state diagrams with corresponding code patterns interlinked via queries. For 

example, a query in class diagram code pattern could refer a use-case diagram, extract-

ing its details and producing the classô comments or constructing classô methods pre-

/post- conditions to reflect the use-case. In a similar vein, the class diagram code pattern 

could query a state diagram to produce corresponding switch-case code reflecting tran-

sitions among states.  

Furthermore, code generation from specification is de-facto used in the virtual ma-

chines (e.g., JVM) supporting proxies. Typically, such a virtual machine provides a con-

struct which allows redirection of all calls on a user type to a generic implementation. 

Our approach would make proxy implementations easier by introducing a separate code 

template describing the skeleton of a proxy which would include queries referencing the 

user type (e.g., querying for the number of the typeôs methods and their signatures). 

 

2
 http://www.emftext.org/  

3
 http://sourceforge.net/apps/mediawiki/textuml/  

TABLE 1 
TEMPLATE VERSUS EPLANG-BASED METHOD 

 

LOC ï lines of code (specification) 

http://www.emftext.org/
http://sourceforge.net/apps/mediawiki/textuml/
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6 RELATED WORK 

The EPLang method relates to research in code generation and interoperability of DSLs. 

From the perspective of element code generation, its process typically involves two cru-

cial tasks: (i) element specification and (ii) the actual code generation. The objective of 

(i) is to describe, in an abstract way, the required functionality of the element. This can 

include not only definition of code snippets, but also a structural and behavioral specifi-

cation of the element. For element specification, several methods are employed, such as 

template-based methods ([14], [1]), model-driven methods ([12], [23]) based on various 

DSLs ([31]), and even their combinations ([27]). 

The way actual code generation (i.e. (ii) ), is done, is tightly related to the form of el-

ement specification: Templates are typically processed by a program substituting place-

holders and unfolding simple macros ([1], [14]). In the case of model-driven methods, 

textual element specification is converted to a model (T2M) which is further processed 

by M2M model transformations (QVT [23], ATL [20], Stratego) and M2T transfor-

mations (Acceleo [1], Xpand [14]) to produce source code as the result. The published 

case-studies using these technologies include e.g., JavaJava, JavaSwul, or JavaRegex 

[4]. The toolchain for generating software connectors [27] is an example of combining 

previous two approaches; it follows model-driven approach by specifying various ele-

ments (infrastructure elements, CCM connectors) via UML MARTE system design lan-

guage [24]. Here, the code generation process is based on Acceleo templates ([1]) used 

it in a non-standard way, though: an Acceleo template specifies only the core behavior 

of an element, while the rest of its code is generated from a UML MARTE model of the 

element by model transformations. Conceptually, this approach follows the idea of tem-

plate-based method with placeholders as employed originally in SOFA ([7], [8]). Here, 

however, the interpretation of placeholders is defined by an UML MARTE model.   

Interoperability of domain-specific languages has been identified as an emerging 

challenge of MDE ([5], [19]). Current approaches focus on formalization of relations 

between domain-specific languages, including coordination of language change propa-

gation; this is mostly done by model transformations and aspect weaving [19]. In com-

parison to EPLang method, these approaches are based on interlinking the correspond-

ing DSL grammars. This requires management of interlinks and coordination of 

grammar modifications. However, DSL interoperability in the EPLang method is based 

on AST transformations in interpretation of queries. This makes the languages tied only 

at the level of AST (at the grammar level indirectly only). And even more, just frag-

ments of DSL languages depend on each other (only the targets of queries have to be 

considered).  The key issue in the  EPLang method is porting the DSLs (ADL-*, CDL-

*, EPLang-*) to a new *-language (like from Java to C#).  In such case, interlinks 

among grammars would not be of any help since they would have to be rewritten from 

scratch.  Moreover, despite such porting implies rewriting AST transformations imple-

menting the queries, the process of adjusting DSL interoperability requires less effort 

compared to adjusting interlinks among grammars. This is mostly because AST pro-

vides a higher level of abstraction over the language grammars and because only the 

targets of queries are to be handled in this adjustment.  

The idea of employing AST transformations for DSL constructs interpretation is em-

ployed also in Groovy language [36]. Transformations are declared as Groovy classes 

defining assimilation of DSL statements into Groovy language. Nevertheless, no DSL 

interoperability is considered. 



  

 

7 CONCLUSION 

This paper presents the EPLang method - a general control element generation approach 

based on AST transformation strategies and DSLs interoperability. The paper explains 

the method of employing multiple element specifications defined in several DSL lan-

guages to generate an element implementation in a selected target language. The pre-

sented element specification languages comply with classical specification convections 

in the component-based systems and reflect element architecture, its context and im-

plementation pattern. Further, the languages constitute a family of DSL languages 

which is parameterized by a target language. The paper thoroughly analyses the interop-

erability among the languages and explains how it is realized via a dedicated language 

construct called query. The benefits of the EPLang method in comparison with classical 

template-based code generation techniques are demonstrated on a case study where con-

trol elements are generated in Java. The evaluation part of the paper shows that the 

method mitigates development effort when a new element is introduced.  

From the perspective of future research, there is still a room for EPLang framework im-

provements comprising not only a new language families but also template pre-

compilation in order to speed up code preparation. This could be achieved, e.g., by al-

lowing bytecode fragments in the code pattern specification.  

As to domain-specific languages interoperability, deeper formal analysis involving static 

reasoning about queries correctness at the level of DSL grammars and AST transfor-

mation rules would be also desirable. 
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